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Main question

Can we design RL algorithm that incurs only constant regret?

What is the minimal assumptions to achieve constant regret?

Key Results

First gap-dependent constant regret bound for linear MDPwithout structural assumptions.

Algorithm Allow Misspecification? Result

LSVI-UCB [He et al., 2021] × Õ(d3H5∆−1 log(K))
LSVI-UCB [Papini et al., 2021] × Õ(d3H5∆−1 log(1/λ))
Cert-LSVI-UCB (this paper) X Õ(d3H5∆−1)

Table 1. Comparison of instance-dependent regret bounds. [He et al., 2021] achieves a regret bound logarithmic in the

number of episodes K , while [Papini et al., 2021] achieves a regret bound logarithmic in the minimal eigenvalue λ. Both
previous algorithms do not work in the presence of misspecification (ζ > 0).

Problem Setting

Misspecified Linear Markov Decision Processwith state space S , action space A:

In each stage h ∈ JHK, the algorithm picks an action a ∈ A based on the current state s ∈ S .
Receives immediate reward rh(s, a) and observes next state s′ ∼ Ph(s, a)
Misspecification level ζ of known feature map φ : S × A 7→ Rd with unknown parameters θh, µh.

‖Ph(·|s, a) − 〈φ(s, a), µh(·)〉‖TV ≤ ζ, |h(s, a) − 〈φ(s, a), θh〉| ≤ ζ

Minimal sub-Optimality gap ∆ of the optimal policy π∗:

∆ := min{∆h(s, a) : ∆h(s, a) > 0}, ∆h(s, a) := V π∗(s) − Qπ∗

h (s, a)

Goal: Find policy π : S × JHK → A maximizing expected reward V π(s1). Performance measured via regret:

Regret(K) :=
K∑

k=1

(
V π∗(s1) − V πk(s1)

)

Main Theorem

[Theorem 5.1]When ζ/∆ < Õ(1/(
√

dH2)), Cert-LSVI-UCB achieves a worst-case regret bound of

Regret(K) ≤ Õ(d3H5∆−1)

with high probability, even when run indefinitely as K → ∞.

Proposed Algorithm: Cert-LSVI-UCB

1: Set V k
H+1(s) = 0 for all (s, k) ∈ S × [K], Ck

h,l = ∅ for all (h, l) ∈ [H ] × N+, λ = 16
2: for episode k = 1, · · · , K do

3: Set Lk = max{dlog4(k/d)e, 0}
4: for step h = H, · · · , 1 do
5: for phase l = 1, · · · , Lk + 1 do
6: Uk

h,l = λI +
∑

τ∈Ck−1
h,l

φτ
h(φτ

h)>

7: wk
h,l = (Uk

h,l)−1 ∑
τ∈Ck−1

h,l
φτ

h

(
rτ

h + V̂ k
h+1(sτ

h+1)
)

8: Ũk,−1
h,l = κl

⌈
(Uk

h,l)−1/κl

⌋
, w̃k

h,l = κl

⌈
wk

h,l/κl

⌋
where κl = 0.01 · 2−4ld−1

9: end for

10: V̂ k
h (sτ

h), ·, ·, · = Cert-LinUCB(sτ
h; {w̃k

h,l}l, {Ũk,−1
h,l }l, Lk) for all τ ∈ [k − 1]

11: end for

12: Observe sk
1 ∈ S

13: for step h = 1, · · · , H do

14: ·, πk
h(sk

h), lkh(sk
h), f k

h(sk
h) = Cert-LinUCB(sk

h; {w̃k
h,l}l, {Ũk,−1

h,l }l, Lk)
15: Ck

h,lkh(sk
h) = Ck−1

h,lkh(sk
h) ∪ {k} if fk

h(sk
h) = 1 else Ck−1

h,lkh(sk
h)

16: Ck
h,l = Ck−1

h,l for all l 6= lkh(sk
h)

17: Play πk
h(sk

h), set φk
h = φ

(
sk

h, πk
h(sk

h)
)
, receive rk

h and observe sk
h+1 ∈ S

18: end for

19: end for

Auxiliary Algorithm: Cert-LinUCB

1: input: s ∈ S, ∀l : w̃k
h,l ∈ Rd, Ũk,−1

h,l ∈ Rd×d, L ∈ N+

2: output: V̂ k
h (s) ∈ R, πk

h(s) ∈ A, lkh(s) ∈ N+, f k
h(s) ∈ {0, 1}

3: Ak
h,1(s) = A, qV k

h,0(s) = 0, V̂ k
h,0(s) = H

4: for phase l = 1, · · · , L + 1 do
5: Set Qk

h,l(s, a) =
〈
φ(s, a), w̃k

h,l

〉
6: Set πk

h,l(s) = argmaxa∈Ak
h,l

Qk
h,l(s, a), V k

h,l(s) = Qk
h,l

(
s, πk

h,l(s)
)

7: if l > L then

8: return
(
V̂ k

h (s), πk
h(s), lkh(s), f k

h(s)
)

=
(
V̂ k

h,l−1(s), πk
h,l−1(s), l, 1

)
9: else if γl · maxa∈Ak

h,l(s) ‖φ(s, a)‖Ũk,−1
h,l

≥ 2−l then

10: return
(
V̂ k

h (s), πk
h(s), lkh(s), f k

h(s)
)

=
(
V̂ k

h,l−1(s), argmaxa∈Ak
h,l(s) ‖φ(s, a)‖Ũk,−1

h,l
, l, 1

)
11: else if max

{
V k

h,l(s) − 3 · 2−l, qV k
h,l−1(s)

}
> min

{
V k

h,l(s) + 3 · 2−l, V̂ k
h,l−1(s)

}
then

12: return
(
V̂ k

h (s), πk
h(s), lkh(s), f k

h(s)
)

=
(
V̂ k

h,l−1(s), πk
h,l−1(s), l, 0

)
13: else

14: V̂ k
h,l(s) = min

{
V k

h,l(s) + 3 · 2−l, V̂ k
h,l−1(s)

}
15: qV k

h,l(s) = max
{

V k
h,l(s) − 3 · 2−l, qV k

h,l−1(s)
}

16: Ak
h,l+1(s) =

{
a ∈ Ak

h,l(s) : Qk
h,l(s, a) ≥ V k

h,l(s) − 4 · 2−l
}

17: end if

18: end for

Technical highlight

Multi-Phase Arm-Elimination

The estimation precision in phase l is O(2−l +
√

lζ).
Arm-elimination ensures that the selected actions are guaranteed by the optimal phase l.

Certified Estimator

Arm-elimination introduces uncontrolled error due to the misspecification ζ in each phase.
Certified estimator prevents the error from accumulating across phases.

Numerical Verification
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(b) ζ = 0.05
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(c) ζ = 0.10
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(d) ζ = 0.15
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(e) ζ = 0.20
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(f) ζ = 0.25

Figure 1. Cumulative regret with respect to the number of episodes under different misspecification level ζ . Certified Estimator

plays an important role when misspecification ζ is large.

Conclusion

A high probability constant regret bound for linear MDP

An interplay between misspefication level and sub-optimality gap

A Certified Estimator for achieving these robust results.

Checkout our paper on OpenReview! =⇒
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