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Challenges in MARL

R
changing policies of agents
-/\ -“ “01 \702 von
IJ_-I [Agent 1] [Agent 2] Agent n I
00 a as anp
1 1

T&I I_|__Iﬂ jointaction

\ 4

Environment ]—
local observation

Centralized Training with Decentralized Execution paradigm
(CTDE)

D IASC z




Value Factorization

* |IGM theorem:
arg max Qj¢(7, u) (Agent 1 ] [Agent ZJ [Agent n]
= (argmax Q1(71,%1), ..., argmax Q, (T, u,)) [

l(agln(’rl, ar) llalz (72,22) Qn (7, an)

VDN
QJt T, 'U, ZQZ z)

QMIX L
0Q;it (T, u)
0Q;(Ti, u;)

QTRAN Jt( ) A1, "7 ,an)
thn(T,U) Zz— Qi (Tzauz)+ gt( )

Mixing Network

>0, VieN

I Ty Sunehag et al. Value-decomposition networks for cooperative multi-agent learning based on team reward. In AAMAS, 2018.
Rashid et al. QMIX: monotonic value function factorisation for deep multi-agent reinforcement learning. In ICML, 2018.

Son et al. QTRAN: learning to factorize with transformation for cooperative multi-agent reinforcement learning. In ICML, 2019.

T\‘, .,

NEURAL INFORMATION

"o". PROCESSING SYSTEMS
o)*



-‘-%.'!.

b
TR

;":.- NEURAL INFORMATION
Lo , PROCESSING SYSTEMS
NGOV

Motivating Example

A one-step two agent game.

Agent 2
A U ™ U )\
B C u; 2l A B C u; 21 A B C
—i
= 120 -12 (| A 8 | -12 | -12 + A 0 0
L 0 0 B 0 0 0 B -12 | O
< 0 c |o|lofo c [-12] 0 |79]
Qtot QT‘
Mask out these red numbers Main Function Residual function
Easy to be factorized Store the mask-out values

Qjt(T, 1) = Wit (T, U)Qrot (T, u) + w, (T, u) Q- (T, 1)

Qtot shares the same greedy optimal policy as @jt.
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Qjt(T,u) = Wiot (T, w)Qiot (T, u) + wr (T, u)Qr (T, 1) RiH

ResQ

Qtot shares the same greedy optimal policy as @jt.

Main Function:

v For easy-to-factorize parts. Residual Function:
v' Can be modelled using any v <0
monotonic functions th v Residual mixer can be an unconstrained
network.
Qtot Q'r
A
( masking ‘ <0|
Main Residual _
£ i £ 5 Residual
unction unction Mixer
A A

. Wy T )

Qe

We focus on th(‘ﬂ u) = Qtot(Ta U) T w’r(Ta U)Qr(ﬂ U)
//A " ResQ can viewed as a generalization of QTran, Weight QMIX, QPLEX, DDN, and DMIX 5
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Theoretical Analysis of ResQ

Satisfy the IGM Theorem without
Theorem 1. A joint state-action function representation limitations
th(‘.", ’U.) — Qtot(‘r? u) + w?‘(Ta u)Qr(Ta ’U,) (5)

is factorized by [Q;(7i,u)|y, if Qr(T,u) < 0, Quot(7T,u) and [Q;(7;,w;)|, satisfy the
monotonicity conditions (2), and

Theorem 2. For any joint state-action function Q(T,u), we can find Qj+(T,u) = Qiot(T, 1) +
wy (T,u)Q, (T, u) that

u = argmax Q(7,u) = argmax Q (7, u) (7)
Q(T,u) = Qj(T,u) Yu#u 8)

Q+ot (T, u) monotonically increases with |Q; (i, u; N w, T, u) satisfies (6), and Q,(7,u) < 0.
1=1
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Extending ResQ to Distributional RL
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Extending ResQ to Distributional RL

 DIGM theorem:
argmax E[Z;;(7,u)] = (argmax E[Z; (71,w1)], ..., argmaxE[Z,, (T, un)])

Un,
DDN / DMIX
(Mean-Shape Decomposition) 7 =E|Z|+ (Z — E[Z])

= Zmean T Zshape ’

(DDN) Zmean — Zkg]}g ka Zshape — ZkeK(Zk — Qk)

(DMIX) Zmean — M(Qla vy QK’S)a Zsha,pe — ZkGK(Z’f — Qk)

DDN and DMIX suffer from representation limitations

Sun et al. DFAC framework: Factorizing the value function via quantile mixture for multi-agent distributional g-learning. In ICML, 2021. 8
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Extending ResQ to Distributional RL
Satisfy the DIGM Theorem

without representation

Theorem 3. A stochastic joint state-action function limitations

Zit(T,u) = Zgmiz(T,u) + w,. (T, )2, (T, u) 9)
is factorized by [Z;(t;,u;)|iy, if Z.(T,u) < 0 and w,(T,u) = O when u = u, otherwise
1. U; = arg maxy,, E[Zz'('rz:uz)] , U = [uzh 1> dezm(T u) — Zmean(Tau) + Zs.‘mpe(Ta u)’
E[Zshape(T,0)] = 0, Q; = E[Z;(7i,%;)]. Zmean(T. ) is a monotonic increasing function with

4 i N

N = 0 - 11
Theorem 4. A stochastic joint state-action function

Zi(T,u) =\ Ziot (T, u)|+ w,. (7, u) Z,. (T, u) (10)

is factorized by [Z;(ti,w;)|_, if Z.(T,u) < 0, |Zyor(T,u) = Zflk-Z-(Ti,ui) ki > 0 and
wy(7,u) = 0 when u = u, otherwise 1, where u = |u;|;._, u; = arg max,,, E|Z;(7;, u;)].




Experiments — Matrix game

U2 A B C Q2 |lo.108 (A)}-0.300 (B)|0.106 (C) 22 0.82(A) | -0.77(B) | 0.77(C)
U1l Q1 Z1

A 8 12 12 0.108(A)|[ 8.03 || -12.00 | -11.99 0.82(A) |[ 7.96 | -12.37 [ -12.37

B 12 0 -0.300(B)|[ -1Z.00 | 0.00 0.00 0.77B) |[ -12.13 | -027 | -038

C 12 0 7.9 0.106(C) || -12.00 [ 0.00 7.87 0.77(C) || -1222 | -027 7.86

(a) Game Payoff matrix.

(b) ResQ: Q1,Q2, Qj¢

(c) ResZ: E[Ziot], E[Z1], E[Z2]

Q1Q2 -6.07(A) | -0.07(B) | 0.04(C) Q1Q2 -6.70(A) | -0.23(B) | 1.45(C) Q1Q2 3.48(A) | 0.15(B) | 3.46(C)
-6.09(A) [ -10.88 | -9.99 [ -9.93 6.70(A) [ -13.40 | -694 | -5.25 327(A) || 8.00 4.67 7.98
0.07(B) || 992 | -0.20 0.16 —0.24B) || -6.93 -0.47 1.22 0.15(B) |[ 4.88 1.55 4.36
0.04(C) || 985 0.15 7.81 1.45(C) || -5.25 1.22 2.91 326(C) [ 7.99 4.65 7.97

(d) DMIX: ng Qg, th

(e) DDN: Ql,QQ, th

(f) QTran: Q1,Q2, Qj:

Q2

Q2

Q2

o) 0.07(A) | -150(B) | 0.08(C) o) 0.17(A) |-25.72(B)|-25.74(C) o) -0.03(A) [-50.79(B)| 0.26(C)
0.07(A) [| 157 | 3.72 | 034 017(A) || 800 || 504 | -5.04 022(A) || 607 | -0.87 6.86
150(B) || 262 | 12.66 | 12.65 2455B)|[ 504 | 504 | 5.04 5032(B)|| 086 | 087 | -0.16
0.08(C) || -120 | 12.44 | 15.83 24550 5.04 | 5.04 | -5.04 0.04(C) || 549 | -0.87 6.29

(g) QPlex: Q1,Q2, Qjit

(h) CW QMIX: Q1, Q2, Qj:

(1) oW QMIX C)lj ng th

hy
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Experiments —— Starcraft Il Multi-agent Challenge(SMAC)

we= ResQ === ResZ wmm QPLEX == QTRAN == QMIX VDN == DMIX == OW QMIX == CW QMIX
3s_vs_5z
o
&
£
=
]
@
3
&
&
=
&
’ o 20’0!( Ao'ox G(;OK w’ox M o 20’0K w‘ox WIOK BDIOK M
(d) Steps (e) Steps (f) Steps
2c_vs_64zg 27m_vs_30m

1.0 4

0.8
2
]

i 0.6 1
£

@ 0.4
fl_J

0.24

0.0+

o

R
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Experiments — Predator Prey

©
I
=)
©
I
I
N
o
I
I
SN

50 50 50
—— ResQ —— ResQ
— QMIX — QMIX
40 A 40 — QPlex — 404 — QPlex
—— CW QMIX A e . —— CW QMIX
—— OW QMIX —— OW QMIX
o 307 30 QTRAN 30 QTRAN
S AR A - VDN ~—— VDN
<0 . g NN : o st
g ﬂ}” — Reso bV hsaind
o 204 —— QMIX 20 4 20 4
—— QPlex
—— CW QMIX
10 —— OW QMIX 10 10
QTRAN
VDN
01 T T T T 01 - = T T T T 0 te—x T — T T T
200K 400K 600K 800K M 200K 400K 600K 800K iM 200K 400K 600K 800K iM
(a) Steps (b) Steps (c) Steps
B
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Experlments —— ablati -
aplations
MMM2 8m_vs_9m MMM2
101 — ResQ 104 —
—— Qtot-Atten o :;:so 1.0 —— ResZ
ot-Atten —
—— Qtot-VDN — Qtot-VDN Ztot-DDN
084 qmix 0.8 — Ztot-DMIX
) — QMIX 084
- ~—— QAtten DAtten
© —— QAtten — DDN
2 VDN
0.6 6] VDN DMIX
£ . 0.6
=
-
th 0.4 |
& 0.4 0.4 i
{ V ]
0.2 - ¢
0.2 0.2 - !
= 0 400K 800K 12M 1.6M 08 " g 8 T 0.0 M) o —— —— A
. . 2M 0 200K 0 i B T e
= e 400K 600K 800K M 0 400K 800K 1.2M 1.6M 2M
(b) staps (c) Steps
MMM2 8m_vs_9m MMM?2
1.0 —— ResQ T 1.0
—— Resz il | = :‘sQ 10 — ResQ(SC_2.4.6)
—— Qr-VDN esZ —— ResQ(SC_2.4.10)
0.8 —— Qr-VDN =
—— Qr-QMIX YR I | ResZ(SC_2.4.6)
3 —— Qr-Atten — Qr-Att 0-87 —— Resz(SC_2.4.10)
& Zr-FF ZeFF —— QMIX(SC_2.4.6)
= 061 zr.DDN b e 6 QMIX(SC_2.4.10)
B v DMIK ®1 —— Pymari2_QMIX(SC_2.4.6)
2 0.4+ —— Pymarl2_QMIX(SC_2.4.10)
g 0.4 0.4 | !
0.2
0.2 0.2
0.0 4 ” r + I 0.0 Himas G’ Y My
0 400K 800K 1.2M 1.6M M o T T T T 0.0 Ve T ¥ I ! |
@ teps 200K 400K 600K 800K M 0 400K 800K 1.2M 1.6M 2M
(e) Steps (f) Steps
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Summary

_;‘gé;.‘,:‘
;;:.. NEURAL INFORMATION
Lo . PROCESSING SYSTEMS

olelos

ResQ, a residual function-based approach for Multi-Agent Reinforcement Learning

value function factorization.

Through extensive experiments, we show that ResQ can obtain promising results.

For more details, please check our project page:
https://github.com/xmu-rl-3dv/ResQ

Contact us:
sigishen@xmu.edu.cn
mengweigiu@stu.xmu.edu.cn
yongguanf@nudt.edu.cn

-

Main Residual
Function Function
A A ? T
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2y (QJQ) Qy
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