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Current vision approaches model pixels, not signals

Discrete representationDiscrete pixels
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representation
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resolutions
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Continuous convolutions w/ S4: SotA on long range tasks

1D signal, sampled at different rates
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Continuous convolutions w/ S4: SotA on long range tasks

S4 outperforms by +20-30 pts

Long Range Arena Benchmark
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S4ND: extending S4 to multidimensional signals

1D input signals 1D output signal 
representation
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S4ND: extending S4 to multidimensional signals

1D input signals 1D output signal 
representation

N-D input signals N-D output signal 
representations

S4ND:
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SSMs�are�just�a�sequence�modeling�layer

   

 
 

 

SSMs

S4 and State Space Models (SSMs)
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SSM�maps�input�to�output�through�a�higher-dimensional�state

SSMs
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S4 and State Space Models (SSMs)
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We can create a global kernel from the SSM
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We can create a global kernel from the SSM
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Key idea: turn the standard 1D SSM into S4ND

● S4ND: governed by an independent SSM per dimension
● Equivalent to continuous convolutions in N-dimensions
● Fast and easy to implement
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S4ND
1 SSM SSM per dimension

1-D Ordinary Diff Eq N-D Partial Diff Eq

1D continuous conv N-D continuous conv

S4



Initialize�SSM�
parameters�for�
each�S4�kernel

Example: S4ND flow chart for 2D kernel
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Replace�local�Conv2D
(e.g.�3x3)�with�global�kernel
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Example: S4ND flow chart for 2D kernel
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S4ND is the 1st continuous-signal model to be 
competitive w/SotA models on large-scale image & 
video data
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Vision experiments applying S4ND in 1D, 2D & 3D

ViT ConvNeXt

Self-attn Conv2D
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Vision experiments applying S4ND in 1D, 2D & 3D

ConvNeXt-3D
Temporal inflation

+3.5%

HMDB-51 video dataset

2D to 3D

ViT ConvNeXt

S4ND S4ND

Self-attn Conv2D

S4ND

Conv3D
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+1.5%
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+0.3%

Video�experiments21



S4ND resolution capabilities

Zero-shot resolution:

- Train at lower res, test on unseen 
higher res

Train

Test
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S4ND resolution capabilities in 2 settings

Progressive resizing:

- Gradually upsample, and train and 
test on final resolution

Train

Test

Train/Test

Fast Slow

Train
Train

Zero-shot resolution:

- Train at lower res, test on unseen 
higher res
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New bandlimiting regularizer helps both resolution settings

Progressive resizing:

- Gradually upsample, and train and 
test on final resolution

Zero-shot resolution:

- Train at lower res, test on unseen 
higher res
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● Bandlimiting regularizer as a 
low pass filter

● Removes high frequencies, 
addresses aliasing

● Controlled by SSM parameters
○ (details in paper)



S4ND outperforms baselines in all zero-shot settings

+40 pts

(acc)
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Summary

● S4ND -> S4 extends to N dimensions
● Strong candidate for general vision backbones

○ Boosts or matches performance in images and videos
○ Ability to train and test at different resolutions

● Excited for what other capabilities S4ND can unlock!
○ In both vision & other fields that seek to model continuous-signals
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